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OPINION

AI IS NOT MAGIC  
BUT IT IS COMPLEX

People who use AI need to trust the technology and how its data is generated. 
Mandy Chessell CBE FREng, an IBM Distinguished Engineer, looks at the ethical 
responsibilities for engineers developing the technology and what legal and 
governmental frameworks that still need to be established.

OPINION

use that we put them to that determines 
whether a particular engineering system is 
ethical or not. AI is no exception, but as an 
engineer considering embedding AI into a 
system, it is necessary to step a little deeper 
into the technology to understand where 
the ethical risks occur.

AI is not a single technology. It is an 
assembly of technologies. At its centre is the 
AI decision-making logic, which works on 
an optimised store of knowledge based on 
the data that it has been exposed to. This 
decision-making logic is fed data about the 
current status and then produces a result 
that is acted upon in some way. If it is in an 
actively learning mode, then the result, and 
the outcome or change in the situation, 
is fed back into the decision-making 
technology to improve its knowledge store 
and hence the accuracy of future decisions. 
Around the decision-making logic are the 
components that capture and assemble the 
input data and act on the output decisions. 
Any one of these surrounding components 
can have as much effect on the outcome of 
the AI systems as the decision-making logic 
at the core.

OPINION

An AI project team must determine the 
impact and the scope of that impact on 
the individuals and society affected by the 
AI system’s decisions. This will establish 
the level of quality that is needed in the 
decision-making process and any additional 
support that the system must provide.

For example, consider the use of AI to 
choose which travel destination to feature 
on a travel booking website. The impact of 
a bad choice on the individual using that 
website is usually minimal and short term. 
However, what about a scenario where AI 
is assisting a doctor in a medical diagnosis 
or assessing people for jobs or mortgages? 
Any resulting decision is likely to have a 
significant and long-term effect on the 
individual under consideration.

With this focus in place it is possible 
to specify the minimum level of accuracy 
that is required. This will then decide 
how to validate results, the explanation 
and consent needed from the individual, 
the circumstances under which a human 
decision-maker needs to be involved, and 
any mitigation management that needs to 
be in place if the decision is wrong.

Once the necessary accuracy of the 
decision-making is determined, the team 
need to consider what data can be practically 
(and legally) fed into the decision-making 
process when the system is running. This will 
include the scope, accuracy, precision and 
access speed of the data. This may be stored 
data or data that is being generated live 
within the system (such as data from sensors). 
We then need to decide whether this data is 
sufficient to drive the accuracy needed.

AI must be trained with real-world data. 
It is important that the profile of this data 
matches the profile of data that is to be 
fed into the system when it is live. Without 
this, the results may be biased or just 
plain wrong. It is the responsibility of the 
engineering team to verify the training data 
whether they are training the AI themselves 

or bringing in a decision-making model from 
a third party.

AI technologies operate in a pipeline 
where raw data supplied to them is 
transformed into a format that is efficient 
for the decision-making logic. This 
transformation may reduce the precision 
or filter values from the incoming data and 
hence be making decisions on a smaller 
set of data than is expected. If, for example, 
in the case of image recognition, the 
transformations are lowering the definition 
of the incoming images to speed up the 
decision logic, it has to be determined 
whether this will materially impact the 
quality of the results below the bar needed 
by the rest of the system.

Since the world is constantly changing, 
so is the data that is produced. Whether the 
AI model is using feedback from its decisions 
to dynamically improve its accuracy or if 
it is operating in a consistent mode, it will 
need constant monitoring and updates to 
correct any bias or obsolescence that may 
be creeping in.

Finally, data from the system may be 
fed into other systems. This secondary 
usage may be planned and managed, or 
unplanned due to leakage or theft of data. 
The engineering team has a duty of care to 
safeguard the system components and data 
flowing through it, to ensure it cannot be 
raided or misdirected by third parties.

Much of this activity is already considered 
and carried out for complex physical 
components in engineering projects. AI is 
not magic, but it is complex. As engineers, 
we need to apply and evolve the standards 

we use for complexity in the physical world 
for the digital world. We need to ensure 
that our digital systems are operating in the 
ethical way that was intended. 

To underpin the use of AI in engineering 
we need clarity from government or law on 
data ownership. This is especially important 
when new data is derived from multiple 
sources and the scope of liability when it 
comes to data supplied for decisions. This 
will help to clarify responsibility for a correct 
result and it may evolve though regulation 
or best practice.

Open standards for data contracts and 
their associated terms and conditions 
are critical as the basis for automatic 
enforcement and auditability. This needs 
to be a part of an open metadata and 
governance ecosystem that supports and 
manages digital systems.

There is also a need for standard data 
set definitions representing the minimum 
requirements for data that is used for 
specific type of decision. For example, there 
are standards for the type of aluminium that 
can be used for building aircraft – so there 
should also be standards for the quality 
and content of weather and other type 
of environmental data used by air traffic 
management.

It is time to take the engineering of data 
in the digital world as seriously as we take 
the use of raw materials in the physical 
world. To make great engines you need 
quality parts. AI algorithms are the engines 
of the future – so let’s get focused on the 
standards and methods that will ensure they 
deliver on their promise.
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Artificial Intelligence (AI) is software that uses 
data to make decisions. The controversy 
surrounding it comes with its complexity. It 
typically operates with many sources of data, 
using complex logic that is hard for a human 
to understand or explain.

The digitisation of core infrastructure and 
services opens up many new opportunities 
for the use of AI in all aspects of our daily 
lives. As engineers we will be faced with the 
question of whether it is ethical to use AI in 
the systems we build, and our reputations 
will be won or lost on the future outcomes 
of these decisions.

In the Statement for Ethical Principles, 
updated by the Royal Academy of 
Engineering and the Engineering Council in 
2017, there were four fundamental principles 
to adhere to. These came under the 
categories: honesty and integrity; accuracy 
and rigour; leadership and communication; 
and respect for life, law, the environment 
and public good. These principles provide 
a solid foundation on which to build new 
engineering practices.

Technologies in general are not 
inherently ethical or unethical. It is the 


