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COMPUTER 
VISION ADVANCES
Late last year, Microsoft launched Kinect for Xbox 360, a new type 
of video game controller in which a sensor tracks the motion of the 
player’s body and maps body movements into actions in the game 
world. The team of engineers from Microsoft Research Cambridge 
who pioneered the machine-learning based component of the 
computer vision software for the Kinect went on to win the 2011 
MacRobert Award. Ingenia asked two of these researchers, 
Dr Andrew Fitzgibbon and Dr Jamie Shotton, to explain how 
they helped to develop controller-free computing.

In November 2010, Microsoft 
unveiled Kinect for Xbox 360, 
a recently developed motion 
sensor that was said to bring 
games and entertainment to 
life in ‘extraordinary new ways’. 
Just two months later, eight 
million devices had been sold, 
making Kinect the fastest selling 
consumer electronics device 
in history.

The motion sensing input 
device, developed for the 
Xbox 360 video game console, 
is based around a webcam-
like peripheral, but with a 
key difference: the camera 

outputs 3D rather than 2D 
images.  It enables a user to 
control and interact with the 
Xbox 360 without the need of 
a game controller; instead, the 
game player simply moves or 
speaks.  Films and music can be 
controlled with the wave of a 
hand or the sound of the voice 
while video gamers can control 
their in-game avatar by simply 
kicking or jumping, for example.

A key component of the 
system is the computer vision 
software which converts the 
raw images from the camera 
into a few dozen numbers 

representing the 3D location of 
the body joints.  A core part of 
that software was developed at 
Microsoft Research Cambridge 
(MSRC) by Dr Jamie Shotton, 
Dr Andrew Fitzgibbon, Mat 
Cook, Toby Sharp, and Professor 
Andrew Blake FREng.

LOOKING FOR 
SOLUTIONS
Computer vision has been a 
research topic since around 
the mid-1960s.  Legend has it 
that MIT’s Professor Seymour 
Papert set “the vision processor” 

as a summer project for an 
undergraduate, but discovered 
by autumn that the problem 
was harder than it seemed, 
difficult enough to give as 
subjects for doctorate analysis.

Several hundred PhDs later, 
aspects of the problem still 
remain unsolved, but significant 
progress has been made and 
the fruits of researchers’ labours 
are now increasingly impacting 
on our lives.  Today, vision 
algorithms are used daily by 
tens of millions of consumers.

Early commercial 
applications included industrial 
inspection and number-plate 
recognition. Computer vision 
was snapped 
up by the entertainment 
industry for use in film special 
effects and computer games.  In 
the early ‘90s, British company 
Oxford Metrics developed a 
vision-based human motion 
capture system.  This could 
recover 3D body positions 
from multiple cameras placed 
in a studio – provided the user 
wore a dark bodysuit with retro-
reflective spherical markers. 
Following this, the race was 
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The capabilities of the hands-free Kinect for Xbox 360 device 
were shown by demonstrators at a televised event at the 
Galen Center, Los Angeles, in June 2010 © Microsoft
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on to develop motion capture 
systems that use only a single 
camera and have no need of 
special markers.  One of the 
leading research groups was led 
by Blake at Oxford university, and 
later at Microsoft, which in 
2000 and 2001 published 
some of the seminal papers 
in motion capture from a 
2D image sequence.

Progress in image analysis 
from a single 2D camera 
surged in the late 1990s, when 
researchers began to devise 
algorithms that could recover 
3D information from video 
sequences.  This allowed the 
film industry to integrate real-
world footage with computer-
generated special effects.

For example, Boujou an 
automatic camera tracker 
developed by Fitzgibbon and 
colleagues from the Oxford 
Metrics Group and Oxford 
University’s Visual Geometry 
Group, was developed to insert 
computer graphics into live-
action footage in 3D.  Used 
in myriad films and television 
shows, including Charlotte’s 
Web, Buffy the Vampire Slayer 
and the Harry Potter series, 
the program won an Emmy 
award in 2002.

But while 3D measurement 
was one focus of computer 
vision research, the new 
millennium saw many 
researchers tackle a seemingly 
harder problem: general object 
recognition.  Could algorithms 
be devised to label every single 
object within a digital image 
(see figure 1)?  To solve this 
problem, software models of 

each object category would 
have to be automatically 
derived from data, rather 
than by programmers.  

The MSRC research group, 
then working with Dr Jamie 
Shotton, focused on high-
speed machine learning 
algorithms such as ‘decision 
trees’ and ‘randomised 
forests’.  These performed 
‘object segmentation’, which 
involved computing a label for 
every pixel within an image, 
indicating the class of object to 
which that pixel belonged.

RAPID PROGRESS
Software aside, Kinect for 
Xbox 360 was only possible with 
the development of real-time 
3D cameras (see figures 2 and 3).  
Prior to Microsoft Research’s 
involvement in Kinect, several 
start-up companies had been 
building these cameras, some 
of which had attracted the 
attention of Alex Kipman, a 
visionary designer working in 
Xbox Incubation, at Microsoft.

Kipman and his team 
had taken a 3D camera, and 
built a human body tracking 
system that, while functioning 
impressively well, had one fatal 
flaw.  It could capture slow 

movements but would cease 
to work if the subject moved 
too fast.

This was because Kipman 
and his team’s algorithm was 
based on the assumption that, 
given the body position (the 
‘pose’) in the previous video 
frame just a thirtieth of a second 
ago, one could find the position 
in the current frame by trying 
several “nearby” poses and 
evaluating which best matched 
the current frame.  However, 
with fast motion, the new 
position was not necessarily 
close to the previous frame’s 
body position, and this could 
lead to a compounding error 
and long-term failure.

Computer vision researchers 
had been aware of this 
problem for some time, and 
avoided compounding errors 

Early applications of computer 
vision in 3D measurement 
including marker-based motion 
capture  and special effects.  The 
image on the left shows actor 
Andy Serkis wearing a motion 
capture suit that enables the 
special effects artists to create 
the movements for the Gollum 
character in Lord of the Rings 
© Absolute Film Archive

Figure 1. By 2006, progress was being made in object recognition in natural images, largely enabled by a new focus on 
machine learning from large databases of hand-labelled training examples

Figure 2. A key component of the Kinect hardware is the 3D camera.  An infra-
red projector illuminates the scene with a random dot pattern.  Small patterns 
of these dots can be recognised quickly and reliably

Images from the Kinect camera.  Nearby points are dark grey, farther points are light grey.  In green areas, no data has 
been captured, for example due to non-infra-red-reflective surfaces © MSRC

But while 3D measurement was one focus of 
computer vision research, the new millennium 
saw many researchers tackle a seemingly 
harder problem: general object recognition.  

COW

GRASS

SKY

BUILDING

WATER

COMPUTER VISION ADVANCES

BUILDINGTREE

BIKE

WALL

INNOVATION



16 INGENIA  INGENIA ISSUE 48 SEPTEMBER 2011  17 

Figure 3. Recognition by parts.  The system learns to convert raw depth 
images (left) into body part images (middle) and then to 3D © MSRC

by constructing a detection 
algorithm.  This would analyse 
a single 3D image, take 
hundreds of thousands of 
raw depth measurements and 
convert these into a few dozen 
numbers that would represent 
the body pose.

The detection algorithm had 
drawn inspiration from a face 
recognition algorithm proposed 
by Viola and Jones in 2001, 
which now underpins the face 
detection software widely used in 
digital cameras. Developed using 
machine learning, the success of 
this algorithm to recognise a face 
in a general scene from a single 
image indicated that a single-
image human pose recognition 
algorithm might be possible 
(see figure 3).

CHALLENGES MADE
In 2008, the Xbox Incubation 
group approached the group at 

MSRC for help in developing the 
necessary software.  A single-
image human pose recognition 
algorithm still had not been 
written but, as researchers, the 
group understood that machine 
learning was key and huge 
amounts of training data 
would be necessary.

With this in mind, the Kinect 
team gathered many examples 
of human motion capture 
poses from actors wearing the 
motion capture suits, and wrote 
software to convert those poses 
to depth images.  The same pose 
data were applied to a wide 
range of body shapes and sizes, 
so that the training set was more 
representative of the population.

At the same time, the Xbox 
team visited houses across the 
globe carrying a prototype 
camera and asked real families 
to act in front of the camera as if 
controlling a yet-to-be-invented 
computer game.  The data were 

stored for later use as test data 
and also to ensure the algorithm 
generalised well rather than 
simply ‘remembering’ every 
training image and then failing 
to work on new examples.

But throughout this period 
of rapid data gathering, 
the problem of successfully 
capturing fast movements 
remained.  The group had 
estimated that all combinations 
of poses, shapes, and sizes 
would yield approximately 1013 
different images, far too many 
for ‘brute force’ analysis.

To reduce the complexity, 
they revisited earlier blue-skies 
research on object recognition. 
During this work, Shotton and 
co-workers had developed 
an algorithm that recognised 
natural object categories such 
as “cow”, “water”, and “grass”.  
From this a new algorithm was 
constructed to recognise body 

parts such as “head”, “left hand” 
and “right shoulder”.

Despite the complexity of 
the problem, the algorithm 
is remarkably simple (see 
figure 4).  Every 33 milliseconds 
a new image is produced by 
the camera.  At every pixel of 
this new image, the computer 
enacts a game of “20 questions”, 
with questions of the form “Is the 
point 30 cm to the northwest 
more than 12 cm further away 
than the point under this pixel?”  
Based on the answer to this 
question, another is posed, with 
a different offset (10 cm south, 
17 cm west, as another example) 
and threshold distance.  The 
pattern of yes/no answers to 
these questions provides a 
precise description of the shape 
of the object under that pixel, 
which can be converted to a list 
of probabilities of body parts.  
The final part of the puzzle is 

how the “questions” are chosen, 
which is where the large volume 
of training data the team had 
gathered came into play.  

Essentially the strategy is 
again simple: at every step 
a question is chosen which 
provides the most information 
given the answers to the 
questions previously asked.  
The concept of “information” 
used is that proposed by 
Claude Shannon in his 1948 
paper A Mathematical Theory 
of Communication, and is 
based on the entropy of the 
distributions of body part 
probabilities.  For early tests 
with just a few hundred training 
images, it was quite feasible to 
perform this process in a day on 
a single machine, but the team 
knew that the key to success 
would be to use hundreds of 
thousands of training images, 
which could take months – far 
too long for the schedule they 
had to work with.

So help was enlisted 
from colleagues at Microsoft 
Research in Silicon Valley 
who had been developing an 
engine for efficient and reliable 
distributed computation.  
Together, a distributed learning 
algorithm was built that divided 
up the millions of training 
images into smaller batches 
and processed each batch in 
parallel on a networked cluster 
of computers. Using about 
100 powerful machines, the 
team were able to bring the 
training time down to under 
a day.

All the pieces of the jigsaw 
had now been gathered, and 

working with the Xbox team, 
everything was pieced together.  
The part recognition algorithm 
could give fast and accurate 
proposals about the 3D 
locations of several body joints.  
These proposals could then be 
stitched together by the Xbox 
group’s tracking algorithm to 
ensure a smooth, seamless, 
multi-player experience 
(another story in itself, and 
a fantastic engineering 
effort on their part).  Today, 
Kinect’s skeletal tracking, 
alongside technologies such as 
continuous voice recognition, 
give designers the platform on 
which to build the innovative 
games such as Kinect Sports 
and Dance Central.

Two game players participating in RallyBall, one of the 20 games in the package Kinect Adventures!.   The sensor is the 
black box (with receding cable) below the television

Figure 4. For a depth image window centred on each pixel, a ‘decision tree’ 
is evaluated.  At the branching nodes a simple binary feature is evaluated to 
decide whether to branch left or right.  At the leaf node finally reached, the 
stored histogram over body parts is retrieved as the final answer for the pixel. 
In the real system the trees are much deeper than this containing almost a 
million nodes

Image window

Evaluate feature 1

Evaluate 
feature 2
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A screenshot of the ’Kinect in the operating theatre’ research demo.  The 
green dots represent recognition of a surgeon’s hand movements, allowing 
the user to identify and manipulate patient images without touching a 
computer screen or keyboard.  In this example the user would be rotating an 
image of the patient’s skull by holding their hand so that the green dot hovers 
over the ‘Rotate L’ button on the menu
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BIOGRAPHIES
Dr Jamie Shotton is a 
researcher in the Machine 
Learning and Perception 
group at Microsoft Research 
Cambridge, where he 
develops new methods to 
recognise people, places 
and objects in images.  His 
most recent work on body 
part recognition for Xbox 
Kinect won the best paper 
award at the conference for 
Computer Vision and Pattern 
Recognition 2011. 

Dr Andrew Fitzgibbon 
is a principal researcher 
at Microsoft Research, 
Cambridge, where he 
works on video focusing 
on moving objects such 
as people, animals, trees 
and water.  He has received 
several awards for his 
academic papers and won 
an Engineering Emmy Award 
in 2002 for writing software 
that made “significant 
contributions to the creation 
of complex visual effects”.

Ingenia would like to thank 
Dr Rebecca Pool for her help in 
the writing of this article.

VISION AT MICROSOFT RESEARCH
Modelled after some of the great industrial research labs of the 20th century – IBM TJ Watson, Bell 
Labs, and Xerox PARC – the primary objective of Microsoft Research is to “advance the state of the art 
in computer science”.  Blue skies research is a priority and the primary goal is to solve hard problems.

One perennially hard problem is vision.  Vision is harder than it looks precisely because humans 
find it so easy: we look at the world and almost instantly interpret what we see.  In some of the 
earliest attempts to build ‘intelligent’ computers, programmers thought the game of chess was a 
difficult problem, and hence a good test to probe a machine’s intelligence.  However, compared to 
the complexity of images, chess is trivial: the size of the space of chess games can be represented 
using only, say, a 50-digit number, and even games of Go might need only a thousand digits, while 
the number of possible one-megapixel images forms a 10-million-digit behemoth. 

Vision problems cannot be solved by enumerating all possible images, but the sizes of the 
numbers involved are still indicative of the range of variation that must be handled.  Even a 
millionfold increase in computer speed makes no dent in that giant number, and if computers 
doubled in power every day, it would take a million years to reach it.

The Microsoft Research Cambridge team receiving their gold medal and MacRobert Award winners’ certificate from 
Sir Garth Morrison KT CBE in June 2011.   From left to right: Professor Andrew Blake FREng FRS, Dr Jamie Shotton, Mat 
Cook, Dr Andrew Fitzgibbon and Toby Sharp

WHERE NEXT?
Now that human motion capture 
is widely available in a video 
game system, where might 
we see ‘natural user interfaces’ 
next?  While the keyboard will 
not be supplanted by touch-free 
interaction any time soon, video 
gaming is just the first of many 
possible applications.

The technology is already 
being used in the WorldWide 
Telescope, developed by 
Microsoft Research.  The 
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User interface technology, 
to date, is considered to 
have developed across three 
generations.  First through 
keyboard and text-based 
interaction, second with the 
mouse and windows, menus 
and pointers and third, via 
multi-touch, including touch-
screen displays.  It is their 
hope that the natural user 
interface will herald a “fourth 
generation” of touch-free 
human-machine interaction.

WWT software enables PCs to 
function as a virtual telescope, 
bringing together terabytes 
of imagery from ground- and 
space-based telescopes so that 
the universe can be explored 
over the Internet.

Other possible applications 
include medicine: surgeons 
could interact with 3D 
models of the body over a 
computer system, without 
touching anything, when 
planning surgery or even 
during operations.  In addition, 

Kinect could also be useful to 
academic researchers who want 
to, say, explore 3D views of 
atomic structures as part 
of their scientific studies.

However Microsoft has also 
recently created the Kinect for 
Windows Software Development 
Kit, so that users can develop 
their own applications.  The 
package gives access to many 
of the capabilities of the Kinect 
system, including human motion 
capture, to developers using PCs 
with Windows.

18 INGENIA 

TATTOO’S 
NEW GRANDSTAND
During the summer of 2011, visitors to the 
Royal Edinburgh Military Tattoo enjoyed the 
spectacle from a brand new grandstand.  
The newly completed temporary structure 
can be erected in half the time of the 
previous stand and can hold over 8,800 
spectators. Ian Lumsden, the Design 
Manager and Structural Engineer for the 
project, explains how the flexible stand was 
conceived, designed and built.

Visualisation of the Esplanade side of the new grandstand from the south. The stand can resist wind gusts of 125mph and cantilevers beyond the Esplanade to 
achieve the extra desired seating capacity © The Royal Edinburgh Military Tattoo Ltd

First established in 1950 and 
now drawing some 217,000 
visitors a year, the Royal 
Edinburgh Military Tattoo is 
known the world over for its 
spectacular military musical 
displays.  Over the years more 
than 12 million people have 
watched bands march across 
Edinburgh Castle’s drawbridge 
on the Castle Esplanade – 
bringing in an estimated £80 
million a year to the Scottish 
economy.  This year, the 
audience sat in a brand new 

grandstand, representing the 
Tattoo’s biggest infrastructure 
project in 40 years.

CHANGES NEEDED
The festival grandstand is set 
up anew each year for mid-July 
when a series of concerts and 
events precede the Tattoo.  The 
previous temporary structure 
was designed some 35 years 
ago, based on the ‘Mero’ space 
frame system.  This system is 
constructed from individual 
elements connected together 
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